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Introduction

I, Jonathan Klick, declare as follows: | am a professor of law at the University of Pennsylvania in
Philadelphia, PA. | teach antitrust, scientific and expert evidence, torts, and statistics for lawyers, and
my research primarily focuses on applying empirical methods to study the effects of legal and policy
changes on individual behavior. | am being compensated for writing this report and performing the
analysis upon which it is based at a rate of $750 per hour, but my compensation is not contingent on
reaching any particular outcomes or conclusions.

Qualifications

| provide here an outline of my relevant qualifications. A recent copy of my curriculum vitae is attached
to this declaration.

| received a B.S. in economics from Villanova University (summa cum laude) in 1997, an M.A. in
economics from the University of Maryland at College Park in 1999, a Ph.D., in economics from George
Mason University in 2002, and a J.D., from George Mason University in 2003.

In 2004, | joined the faculty of the Florida State University College of Law and was named the Jeffrey A.
Stoops Professor of Law and Economics in the summer of 2005. | was named a tenured full professor of
law at the University of Pennsylvania in 2008 and was granted the Erasmus Chair of Empirical Legal
Studies at the Erasmus University of Rotterdam in 2009. | was named a Dean’s Distinguished Fellow at
the Villanova University Charles Widger School of Law in 2017. During this time, | have also served as a
visiting professor of law at Waseda University, Bar llan University, the University of Hamburg,
Northwestern University, the University of Southern California, and Columbia University, and in the Fall
of 2013, | was named the Maurice R. Greenberg Visiting Professor at the Yale Law School. Additionally, |
have served as a visiting professor of economics at the University of Hamburg, the University of
Ljubljana, and the University of Canterbury. In addition to my university teaching, | have taught
statistical analysis to hundreds of federal and state judges, as well as regulators, attorneys general, and
law professors through programs run by the Law and Economics Center and the Global Antitrust
Institute. | also served as a senior economist for the Rand Corporation from 2007-2009.

| have published original empirical research in many peer reviewed journals and law reviews, including
the Journal of the Royal Statistical Society, the Journal of Law and Economics, the Journal of Legal
Studies, the Journal of Law, Economics, and Organization, the American Law and Economics Review, the
Journal of Economic Perspectives, the Journal of Applied Psychology, the Stanford Law Review, the
Columbia Law Review, the University of Chicago Law Review, the University of Pennsylvania Law Review,
among many others. | have also served as the editor of the International Review of Law and Economics
since 2012.

Opinion on Krosnick Report

Discussion of the Existing Literature

As | discussed in my earlier reports (dated July 11, 2018, p. 2 and July 23, 2018, p. 2), while Jon
Krosnick’s previous (June 29, 2018, p. 22 and July 20, 2018, p. 2) and current (January 29, 2019, p. 36)

reports give the impression that large primacy effects are well-established in the literature, a large

1
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fraction of which is authored by him. However, as Krosnick and his coauthor themselves conclude, “the
magnitude of name-order effects observed here suggests that they have probably done little to
undermine the democratic process in contemporary America.”!

| direct readers to my earlier methodological criticisms of this literature which include a failure to
account for the multiple testing problem, among other issues.? It is useful, however, to draw attention
to a new paper cited by Krosnick® (January 29, 2019 at p. 29) which he also cites for the proposition that
primacy effects exist in New Hampshire data for the 2016 Presidential Election. Although this paper
does not appear to be publicly available, much less published in a peer reviewed forum, Krosnick’s
description of his own results would appear to be somewhat misleading to a non-technical audience. He
writes, “A statistical analysis of each township controlling for partisanship revealed that Hillary Clinton
received 1.5 percentage points more votes when listed first than when listed later (p=.04, one-tailed),
and Donald Trump received 1.7 percentage points more votes when listed first than when listed later
(p=.03, one-tailed).” This presentation gives the impression that the results are statistically significant;
however, Krosnick here provides one-tailed tests, which are appropriate only when the examined effect
is theoretically possible or interesting in one direction. As Krosnick himself notes in his various reports,
ballot order effects can theoretically go in either direction (see his discussion of primacy and recency
effects (for example in the January 29, 2019 report at p. 35) which would make two-tailed tests more
appropriate.* For two tailed-symmetric tests, neither Krosnick’s Clinton nor Trump effects would be
statistically significant at the conventional 5 percent level,® even without making adjustments for
multiple testing issues.

Intuitively, if there is no real effect but outcomes are noisy (i.e., sometimes outcomes are especially
large or especially small for random reasons), sometimes a researcher will find what looks like a
correlation between two variables just by random chance. Sometimes this is referred to as a “false
positive.” The likelihood of such a random occurrence is limited, and the likelihood decreases as the
degree of correlation (often referred to as a “coefficient” in the context of regression analysis) grows in
magnitude (gets extremely large as a positive number or as a negative number) but, formally speaking,
never goes to exactly zero. A researcher must make a determination if she observes a particular
coefficient — given that a correlation of a given size could happen by random chance with probability p,
is p so small (i.e., so unlikely) that the researcher concludes that, instead, the correlation is probably not
a random coincidence.

“P value” is the term of art used by researchers to describe the probability that one would observe a
given coefficient even if the true underlying correlation were zero (i.e., the outcome variable is not
correlated with the explanatory variable being examined). Thus, a high p value of, for example, 0.51
would imply that it is more likely than not that one would observe a particular coefficient (or a smaller

! Joanne M. Miller and Jon A. Krosnick, “The Impact of Candidate Name Order on Election Outcomes,” Public
Opinion Quarterly, 62(3): 291-330, 291-292 (1998).

Z July 11, 2018, pp. 2-4 and July 23, 2018, p. 2. In summary, the literature generally does not account for multiple
testing problems or dependence issues.

3 Maclnnis, B., Miller, J., Krosnick, J. A., Lindner, M., & Below, C. (2019). Candidate name order effects in New
Hampshire elections. Unpublished report being drafted, Stanford University, Stanford, California.

4 On this point, see David H. Kaye and David A. Freedman, “Reference Guide on Statistics,” in Federal Judicial
Center Reference Manual on Scientific Evidence, 3" ed., 2011 at p. 255.

5 See Kaye and Freedman at p. 251 including their citation of the Supreme Court’s recognition of this 5 percent
level as standard practice in n Castaneda v. Partida, 430 U.S. 482, 496 n.17 (1977), and Hazelwood School District v.
United States, 433 U.S. 299, 311 n.17 (1977).
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one) even if there is no true underlying correlation, whereas a low p value of, say, 0.01 suggests that one
would only observe a coefficient as large or larger (in magnitude) as the estimated one only one percent
of the time. In operationalizing the researcher’s determination regarding whether to conclude that the
coefficient occurred by random chance or instead represents a real correlation, the researcher chooses
a “type 1 error” which represents the probability that the researcher’s ultimate determination that the
coefficient represents a true non-zero relationship will be wrong. A type 1 error of 1 percent indicates
that the researcher is willing to live with making a false positive 1 percent of the time.® Conventionally,
researchers and other decision makers (e.g., courts’) use a type 1 error of 5 percent.

A researcher might reject the hypothesis of zero correlation either when the coefficient is a relatively
large positive number or a relatively large in magnitude negative number. Using a 5 percent type 1
error, in this case, the researcher would choose to reject if such a large positive number would be
observed (again if the true relationship were zero) with a probability of 2.5 percent and if a very large
negative number would be observed with a probability of 2.5 percent for a total probability (of an
extreme number, positive or negative) of 5 percent of the time. In this case, the researcher is said to be
using a two-tailed test because she rejects the hypothesis of no correlation if the coefficient is extreme
in either direction. Such a two-tailed test is conventionally used (i.e., if a researcher does not report
what kind of test she is using, the assumption is a two-tailed test) and is surely appropriate when the
researcher could expect there to be either a positive or a negative relationship between a variable and
the outcome being examined (e.g., the variable could plausibly either cause an increase or a decrease in
the outcome).

The use of a one-tailed test is only appropriate when the researcher has reason to believe that there it is
only possible (or relevant) if the effect of a variable on an outcome can only go in one direction. In a
one-tailed test using a 5 percent type 1 error, the researcher would reject the hypothesis of zero
correlation if the observed correlation in a particular direction could be observed by chance less than 5
percent of the time.

Given all of this, it is inappropriate for Krosnick to apply a one-tailed test in a ballot order effect study
because it is theoretically possible for ballot order effects to occur in either direction. If being listed first
confers an advantage, Krosnick calls this a primacy effect, and if being listed later on the ballot confers
an advantage, Krosnick calls this a recency effect.” Thus, when Krosnick reports ““A statistical analysis of
each township controlling for partisanship revealed that Hillary Clinton received 1.5 percentage points
more votes when listed first than when listed later (p=.04, one-tailed), and Donald Trump received 1.7
percentage points more votes when listed first than when listed later (p=.03, one-tailed),” he is
potentially obfuscating the fact that his results are not statistically significant when a two-tailed test and
a 5 percent type 1 error are applied. His Clinton effect only carries a two-sided p value of 0.08 and his
Trump effect only implies a two-sided p value of 0.06.

6 While a researcher can never choose a type 1 error of 0, she can choose one that is arbitrarily small (e.g.,
0.00001), but as the researcher lowers the likelihood of making a type 1 error (or false positive), she necessarily
increases the likelihood of making what is called a type 2 error (or false negative) which is determining that there is
no correlation when, in fact, there is one.

7 See, for example, Castaneda v. Partida, 430 U.S. 482, 496 n.17.

8 For example, in the legal context, if one were comparing the wages paid by a firm to its male and female
employees, it might be appropriate to use a one-tailed test because paying female employees more than male
employees is legally irrelevant, whereas paying female employees less than male employees potentially has legal
consequences.

% January 29, 2019 report at p. 35
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With regard to the multiple testing issues | raised in my previous reports,*! Krosnick waves away this
concern by suggesting it is too conservative. For this proposition, he does not cite any methodologically
sophisticated sources or any sources relevant to the fields of voting or politics, but instead cites an
article in Ophthalmic Physiology and one in the journal Human Communication Research, concluding
that it is not necessary to make these adjustments.?? This choice is particularly odd at the present time
when many social scientific fields are beginning to seriously address the problem of spurious results in
the so-called replication crisis.’® Given the systematic tendencies toward empirical work over-claiming,
many empirical researchers have pushed for even more stringent correctives than adjustments for
multiple testing problems. For example, a large slate of world-renowned empirical researchers have
publicly called for re-setting the standard p value threshold for statistical significance from 5 percent to
0.5 percent even when there is no multiple testing adjustment.’*

For these and my previously stated reasons, | believe Krosnick’s assessment of the literature on ballot
order effects is much too generous.

Relevance of Existing Literature to Florida

Even if one ignores the concerns about Krosnick’s assessment of the literature, there is still an important
guestion of the relevance for Florida of results estimated using data from jurisdictions such as Ohio,
California, New Hampshire, North Dakota, etc. Because | have laid out these concerns in my previous
reports,’® and because Krosnick has provided no new evidence of the relevance of these other
jurisdictions to Florida’s population, | will not belabor those arguments.

Florida-Specific Analyses

Krosnick provides analysis of Florida elections going back to 1978. | covered many criticisms of this
analysis, which has not changed substantially, in my previous reports.'® However, because the Florida-

101n short, when examining many hypotheses using a 5 percent type 1 error (that is, setting the probability of
rejecting, for example, a hypothesis that there is no effect of ballot ordering when in fact there is no effect at 5
percent; in other words, in a world where there is no ballot ordering effect, setting the type 1 error at 5 percent
would lead you to find a “false positive” five times if one did 100 analyses), one is going to find “statistically
significant” effects just by random chance. The number of these false positives increases as more tests are
performed. Thus, in circumstances where many tests are performed, it is appropriate to account for this multiple
testing problem.

11 July 11, 2018, p. 2 and July 23, 2018, p. 2.

12 Krosnick (January 29, 2019 report at p. 36, fn 85.

13 For non-technical discussions of this crisis, see https://www.vox.com/science-and-
health/2018/8/27/17761466/psychology-replication-crisis-nature-social-science,
https://fivethirtyeight.com/features/psychologys-replication-crisis-has-made-the-field-better/, or
https://www.sciencenews.org/blog/science-public/replication-crisis-psychology-science-studies-statistics.

14 Daniel J. Benjamin, et al, Redefine Statistical Significance, Nature Human Behavior, volume 2, pp. 6-10, 2018.

15 July 11, 2018, p. 4 and July 23, 2018, p. 4. Krosnick indicates that the demographic differences between the
states are small without providing any demonstration that those differences do not affect voting behavior
materially.

16 July 11, 2018, pp. 5-9 and July 23, 2018, p. 4-7. As further discussed here, Krosnick’s results are fragile and rely
on arbitrary control variables, such as using voting in Ohio as a predictor of how individuals in Florida will vote.
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specific empirical work is obviously the most relevant (and arguably the only relevant) for the issue at
hand, | will devote more attention to it.

Krosnick analyzes the potential ballot order effects separately for Republicans and Democrats in Florida,
using the variation arising from Florida’s practice of listing candidates of the previously elected
governor’s party first on the ballot in their respective races. Specifically, Krosnick is able to examine
what happens to Democratic candidates when they were listed first in the periods 1978-1986 and 1991-
1998, and when they were listed second in the periods 1987-1990 and 1999-2018. He likewise
examined the effects on Republican candidates.

To isolate the effect of the ballot order, Krosnick regresses the share of the vote received by a candidate
in a particular race on an indicator variable for whether they were listed first on the ballot in their race.
Attempting to avoid conflating the ballot order effects with other changes that are occurring at the time
of the vote, Krosnick controls for indicators for what office was being decided, what county the vote was
occurring in, the number of candidates in the race, and continuous control variables for the share of the
vote the candidate’s party received in the previous governor election (controlled for at the state, not the
county level), the percent of the county’s voters who were registered as Republicans, and the percent of
the county’s voters who were registered as Democrats. Lastly, supposedly to account for any
background political trends, Krosnick also controls for the percent of votes cast for the candidate’s party
in the contemporaneous Ohio U.S. Congressional races.

As | pointed out in my previous reports,!’ the inclusion of this Ohio variable exerts a huge effect on
Krosnick’s estimates of the ballot order effects for both Republicans and Democrats. While Krosnick
defends the inclusion of this variable on the grounds that there is a need to account for changing
political winds, there is little more than his intuition and assertion to justify this control variable.
Fundamentally, one must believe that unobservable background characteristics influencing the voting
behavior of Floridians are systematically and fully captured by the voting choices of people in Ohio.
While Krosnick asserts that many of the demographic characteristics of the two states differ by just a
few percentage points (except for the fraction of the population that is Hispanic and the urbanization of
the two populations), he provides no evidence that this correspondence is sufficiently close to capture
changing political behavior.

In any event, even disregarding the crucial importance of this single control variable (and its
guestionable justification) for Krosnick’s results, Krosnick’s results are fragile at best. One might accept
this fragility if convinced that Krosnick’s model was the “correct” model, but there is reason to believe
that it is not.

First, Krosnick’s model has no direct controls for basic background time trends. This is problematic given
the well-known realignment of the South in general.® Using Krosnick’s data, Figures 1 and 2 below
show that there have been obvious trends in the vote shares of the respective parties in Florida.

17 July 11, 2018, p. 6, Table 1 and July 23, 2018, p. 5.

18 While there are numerous popular and scholarly articles examining how the South has changed politically over
the last few decades, Charles S. Bullock Il Donna R. Hoffman and Ronald Keith Gaddie, Regional Variations in the
Realignment of American Politics, 1944—2004, Social Science Quarterly, 87(3): 494-518 (2006) makes the particular
point that the temporal trends differ quite substantially by region.

5
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Figure 1:
Lowess smoother -- Republican Vote Share in Florida
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Lowess smoother -- Democratic Vote Share in Florida
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Krosnick’s models do not account for this background trend. Given that Republican support has been
growing over time, perhaps leading to both more frequent elections of Republican Governors and
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election of Republicans to other offices in the state, failure to account for this trend will lead one to
attribute more to ballot effects than is perhaps justifiable.

Simply controlling for this trend, and making no other changes to Krosnick’s model, substantially affects
the estimate of the ballot order effect as shown in Table 1 below.

Table 1: Accounting for Background Trend

Republican Effect Democrat Effect
First on 5.35%** 5.12%** 4.2]*** 4.57%** 4.29%** 3.31%**
Ballot (0.41) (0.42) (0.48) (0.45) (0.46) (0.49)
Year 0.11*** -17.58*** -0.18*** 20.95***
(0.03) (4.48) (0.03) (3.99)
Year? 0.004*** -0.005***
(0.001) (0.001)

All Models include controls for percent of vote received by candidate’s party for previous governor
election, percent of voters registered Republican, percent of voters registered Democrat, and percent
of vote received by candidate’s party in Ohio congressional election, as well as dummy variables for
the county, the office, and the number of candidates in the race.

***p < 0.01 (two tailed test against a hypothesized 0 effect)

**p < 0.05 (two tailed test against a hypothesized 0 effect)

*p < 0.10 (two tailed test against a hypothesized 0 effect)

As is evident from the figures, the background trend is not linear, so in Table 1 | estimate a quadratic
trend in addition to the linear trend. Relative to Krosnick’s results (replicated in the first column for
each party), the model with the quadratic trend reduces the ballot order effect by more than a
percentage point. However, there are other background effects that also likely affect voting. As
Krosnick himself mentions in discussing the behavioral mechanism that supposedly give rise to ballot
order effects, he notes that big elections (especially presidential years) likely affect turnout (Krosnick
January 29, 2019 at p. 49). To account for this effect, in Table 2 below, | control for whether the election
occurs during a presidential election year and whether that election is won by a Democrat or a

Republican.
Table 2: Accounting for Presidential Elections
Republican Effect Democrat Effect
First on 3.71%** 2.66%** 2.25%** 3.10%*** 2.06%** 1.59%**
Ballot (0.43) (0.45) (0.49) (0.47) (0.49) (0.51)
Presidential | -2.22%** -3.06*** -2.92%** 2.47%** 3.20%** 2.98***
Election (0.37) (0.38) (0.39) (0.36) (0.37) (0.37)
Year Dem
Win
Presidential | 2.74*** 3.27%** 3.25%** -1.61%** -2.29%%* -2.26%**
Election (0.32) (0.32) (0.32) (0.32) (0.33) (0.33)
Year Rep
Win
Year 0.29%** -8.70* -0.34*** 12,27 %**
(0.04) (4.52) (0.04) (4.05)

Year? 0.002** -0.003***
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| | | (0.001) | \ [ (0.001)

All Models include controls for percent of vote received by candidate’s party for previous governor
election, percent of voters registered Republican, percent of voters registered Democrat, and percent
of vote received by candidate’s party in Ohio congressional election, as well as dummy variables for
the county, the office, and the number of candidates in the race.

***p < 0.01 (two tailed test against a hypothesized 0 effect)

**p < 0.05 (two tailed test against a hypothesized 0 effect)

*p < 0.10 (two tailed test against a hypothesized 0 effect)

Even without controlling for the background trends, the ballot order effect declines by more than a
percentage point once the presidential election effect is accounted for. The reduction in the estimate is
even more dramatic once the background trends are included.

Another effect that Krosnick does not account for in his models, even though both he (for example
Krosnick January 29, 2019 at p. 53) and Jonathan Rodden point out its importance for voting, is whether
there is an incumbent running in the race. Table 3 provides the results of including this factor in the
model for Republicans and Table 4 provides it for Democrats.

Table 3: Accounting for Incumbency

Republican Effect

First on 4,33%** 2.58%** 1.24%** 1.03**
Ballot (0.40) (0.42) (0.44) (0.48)
Democratic | -6.02%** -5.80*** -6.19%** -6.14%**
Incumbent | (0.38) (0.38) (0.38) (0.39)
in Race
Republican 5.96*** 6.56*** 6.47*** 6.51***
Incumbent | (0.52) (0.52) (0.52) (0.52)
in Race
Presidential -2.85%** -3.9] %** -3.83%**
Election (0.36) (0.38) (0.38)
Year Dem
Win
Presidential 2.50%** 3.1 %** 3.11%**
Election (0.31) (0.32) (0.32)
Year Rep
Win
Year 0.35%** -4.44

(0.03) (4.43)
Year? 0.001

(0.001)

All Models include controls for percent of vote received by candidate’s party for previous governor
election, percent of voters registered Republican, percent of voters registered Democrat, and percent
of vote received by candidate’s party in Ohio congressional election, as well as dummy variables for
the county, the office, and the number of candidates in the race.

***p < 0.01 (two tailed test against a hypothesized 0 effect)

**p < 0.05 (two tailed test against a hypothesized 0 effect)

*p < 0.10 (two tailed test against a hypothesized 0 effect)
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Table 4: Accounting for Incumbency
Democrat Effect

First on 3.28%** 1.68*** 0.39 0.15
Ballot (0.44) (0.46) (0.48) (0.50)
Democratic | 6.32*** 6.39%** 6.81%** 6.72%**
Incumbent | (0.38) (0.39) (0.39) (0.39)
in Race
Republican | -6.14*** -6.35%** -6.23%** -6.30***
Incumbent | (0.52) (0.53) (0.52) (0.53)
in Race
Presidential 3.06%** 3.98%** 3.86%**
Election (0.35) (0.36) (0.37)
Year Dem
Win
Presidential -1.33%** -2.09%** -2.09%**
Election (0.32) (0.32) (0.32)
Year Rep
Win
Year -0.40*** 6.04

(0.04) (3.96)
Year? -0.002

(0.001)

All Models include controls for percent of vote received by candidate’s party for previous governor
election, percent of voters registered Republican, percent of voters registered Democrat, and percent
of vote received by candidate’s party in Ohio congressional election, as well as dummy variables for
the county, the office, and the number of candidates in the race.
**%*p < 0.01 (two tailed test against a hypothesized 0 effect)
**p < 0.05 (two tailed test against a hypothesized 0 effect)
*p < 0.10 (two tailed test against a hypothesized 0 effect)

As seen in the tables, controlling for incumbency substantially reduces the estimated ballot order effect.
Adding in the other terms suggested above continues to reduce it as well. Further, in all of the cases,
the other terms are statistically significant as well (in the case of the trend variables, the terms are
jointly significant which is the appropriate way of assessing the significance of polynomial terms such as
these). In the models with all of these terms, the Republican ballot order effect declines to just a
percentage point, and the Democratic terms declines to a mere tenth of a percentage point (and is not
statistically significant).

These effect size reductions are striking. These are presumably reasonable changes to Krosnick’s model
given that incumbency and the simultaneous occurrence of a presidential election are both issues that
arise in Krosnick’s own report, yet he fails to control for them. Further the addition of some trend
controls is a perfectly standard approach to modeling given the long span of time Krosnick examines®®

1% Note that Rodden controls for time trends (using year dummy variables) in his analysis of the Florida election
data even though each of his analytical periods are shorter than the sample period Krosnick uses. See Rodden
January 29, 2018 expert report at pp. 51-52.
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and given the widely recognized phenomenon of political realignment in the South over this period.
Note that if one were to apply the remedies for dependence concerns or multiple testing concerns, |
raised in my earlier reports,? the statistical significance of these effects would be in serious question.
Further, technical issues aside, these substantially smaller effect sizes run against Krosnick’s conclusion
that ballot order effects have a material impact on the outcomes of elections.

| raise these model modifications not necessarily because | believe | have identified the “correct” model
(although, again, given Krosnick’s highlighting of incumbency issues and the effects of national elections
on local voting one might find it odd that he ignores these issues when he does his analysis). There are
scores of theoretically and intuitively sensible models that could be run. For example, given the well-
known relationship between economic conditions and voting patterns, it might be important to control
for national, state, and local macro-economic indicators (e.g., income growth, unemployment, etc.).
Likewise, controlling for county-level demographic changes would presumably be natural. The point is
that Krosnick’s results are fragile, with his estimates exhibiting substantial variation when reasonable
changes are made to the model. This is not the sign of a reliably identified causal effect.

The estimation of causal effects is plagued by what is known as omitted variable bias. Namely, if
important control variables are left out of a model and those omitted variables are correlated with the
variables that are included in the model, a researcher runs the serious risk of confounding the effects of
the omitted variables with those of the variable of interest (in this case, whether someone is first on the
ballot).? Unless one is confident she has controlled for all relevant variables, the reliability of the
researcher’s estimates is in question. At a minimum, one should require stability or robustness of the
estimates across reasonable model specifications as a necessary condition for reliability.?

While there could be a host of omitted variables giving rise to bias, Krosnick’s analysis of the Florida
ballot order effect presents a glaringly obvious concern. Namely, as | discussed in my July 23, 2018
report (pp. 6-7), the fact that a party wins the governorship in a given year suggests that the party has
support among the voters. While Krosnick’s control variable of the party’s share of the governor vote in
the previous election will be correlated with this background support, it is unlikely to fully capture the
effect, especially as Krosnick only controls for it at the state level, whereas he is modeling voting
behavior at the county level. There are many potential reasons why his control variable might fail to
adequately capture this support or goodwill effect. For example, a high vote share might not signal a
well-supported winner as much as dislike of the loser. In this case, even a governor with a large vote
margin may have tepid support going forward. Conversely, one can imagine a candidate who barely
wins enjoying growing support (and therefore generating goodwill for her party) due to unexpectedly
good performance or even because of random events (for example, the surge in popularity experienced
by George W. Bush after the September 11, 2001 terrorist attacks).

20 July 11, 2018, p. 2 and p. 8. July 23, 2018, p. 2 and p. 5.

21 For a semi-technical discussion of this problem and the way researchers attempt to solve it, see Jonah B.
Gelbach and Jonathan Klick, “Empirical Law and Economics,” in The Oxford Handbook of Law and Economics, Vol.
1: Methodology and Concepts, Francesco Parisi, ed, 2017.

22 For a famous articulation of this position, see Edward E. Leamer, “Let’s Take the Con Out of Econometrics,”
American Economic Review, 73(1): 31-43 (1983). Though for a discussion of why this necessary condition might
not be sufficient, see Eric Helland and Jonathan Klick, “Legal Origins and Empirical Credibility,” in Does Law Matter?
On Law and Economic Growth, lus Commune Europaeum 100 (Intersentia Publishers, 2011).

10
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Krosnick (January 29, 2019 at pp. 75-78) purports to address this version of the omitted variable bias
concern by showing that governors do not systematically experience surges in their approval between
their election and the subsequent election date for other offices. However, his Table 17 shows that
there is considerable variation in approval, and he does not have any way to control for this variation in
his regressions. He seems to think that just because there are not uniform increases in approval, this
effect cannot bias his results. Unfortunately, the direction and the size of the omitted variable bias is
dependent not just on how the omitted variable correlates with the outcome variable (vote share) and
the control variable of interest (first on ballot) but also on the covariance among those things and the
other variables in the model (voter registration variables, Ohio variable, county controls, race controls,
etc.), such that it is impossible to determine whether a bias will be positive or negative, big or small.”
This suggests that Krosnick’s approach to addressing the potential for this particular omitted variable
bias is not persuasive, and it still leaves open the potential for many other omitted variable biases.

That said, | offered a potential approach to investigate the potential for this goodwill or enduring
coattails bias in my July 23, 2018 report (pp. 6-7). The intuition of that approach was to note that
candidates winning very close elections provide some insight into the pure ballot order effect. Namely,
a winner of a close election could just as easily have lost had a few random things gone differently (for
example, rain changing voter turnout) and so we might guess that such a candidate has no coattails to
speak of. If there is a true ballot order effect, as distinct from background political forces favoring
candidates of the party that previously won the governor’s election, we might expect to see comparable
ballot order effects even after a party wins a very close election. In my report, | provided a model that
separately accounted for the ballot order effect after a party won close elections (1994 when the
Democrats vote share exceeded the Republican share by 1.5 percent, 2010 and 2014 when the
Republican shares were only about 1 percent higher than the Democrat shares). In that model (July 23,
2018, Table 2), | showed that the ballot order effect effectively vanished for those election cycles.

For these reasons, | do not think Krosnick’s analysis of Florida data is reliable, much less compelling. His
estimated effect is highly dependent on the specific model he estimates, and that model makes the
implausible assumption that political trends in Ohio somehow capture the background political changes
in Florida despite the obvious differences between the two jurisdictions, not to mention the well-known
regional influences in U.S. elections. Further, if one retains Krosnick’s Ohio variable, but adds in
intuitively sensible controls for longer term voting trends, the influence of incumbency (something
Krosnick notes but then fails to account for), and the influence of simultaneous national elections
(likewise noted by Krosnick but not incorporated into his models), the fragility of Krosnick’s results are
laid bare. This concern does not even bring in the standard worries about multiple testing problems and
dependence in the data. Given this, Krosnick’s Florida analysis cannot be relied on. Krosnick’s
invocation of the literature examining other jurisdictions (much of which he is responsible for) is
problematic for both relevance reasons and some other reliability concerns, as | covered in my earlier
reports.

Opinion on Rodden Report

Jonathan Rodden’s report does not directly examine ballot order effects. Rodden’s empirical results
regarding Florida rely on situations where there is no variation in ballot order, as he separately examines

23 Although there are many technical references for this point, https://en.wikipedia.org/wiki/Omitted-
variable bias provides a simple explanation.
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periods where Democrats were listed first (separate analyses of the period 1978 to 1986 and the period
1992 to 1998) and the periods where Republicans were listed first on state ballots (separate analyses of
the period 1988 to 1990 and the period from 2000 to the present). Because there is no variation in
ballot order?* in any of his regressions presented in Table Al (presented graphically in Figure 3), he
cannot identify the effect of ballot order on voting patterns in Florida. However, he suggests that by
examining the so-called down-ballot effect (namely comparing the vote share received by candidates of
a given party in elections further down the ballot with the share received by the same party’s candidates
at the top of the ballot) and comparing the effect (outside of the regression framework; instead merely
“eyeballing” the relative coefficients) across different periods where different parties supposedly
benefitted from being listed first on the ballot he can indirectly observe the benefits of being listed first
for a given race.

As with my discussion of Krosnick’s work, there is a question regarding what control variables to include
in the regression so as to avoid omitted variable bias. As indicated above, one can never be certain that
bias has been avoided; the best that can be done is providing a range of specifications and examining
the stability or robustness of the coefficient estimates. Rodden does not provide much to work with on
this front. His models include little more than time period fixed effects (which allows one to control for
potentially non-parametric background trends), county fixed effects (which allows for differential
baselines in vote shares county to county, and a control for whether there is an incumbent in the race.
Compared to the set of variables Krosnick insisted were important in determining vote share, Rodden
implicitly accounts for the variables Krosnick used that did not vary county to county within a given time
period (i.e., the Ohio control variable or the share of the vote each party got in the prior governor’s race
at the state level) through his period fixed effects which will account for any variable that is common to
all of the counties in any given period, but can vary over time. Rodden does not, however, control for
changes in voter registration at the county level, something that Krosnick (Krosnick July 20, 2018 at p.
28) insisted was crucial.

Beyond that, just as with Krosnick, there are presumably a host of other plausible covariates that vary at
the local level that could matter to voters in casting their votes. Implicitly, Rodden is relying on the
notion that these factors are uncorrelated with the switching of ballot order in his indirect comparison.
There is no way to know this with any certainty. For example, it could be the case that Republican and
Democrat governors enact policies that differentially affect rural and urban counties, which in turn
affects how individuals in those counties vote. In this case, it could be incorrect to infer that the switch
of the down ballot coefficient from periods where Democrats are listed first to periods where
Republicans are listed first implies anything about ballot order effects. Instead, the switch could be
purposeful reactions to a party’s policies. This is just one of many reasonable stories that Rodden’s
analysis cannot distinguish from his story of the down ballot effect indirectly reflecting ballot order
effects. Further, with the data Rodden chooses to use, there is not much scope for examining the
robustness of his results to slight specification changes.

It is easy enough, however, to examine whether Rodden’s results survive some of the technical concerns
| raised in my earlier responses to Krosnick. The most relevant is accounting for the dependence of the

24 This is because he breaks down his analyses based on periods where a single party’s candidates were always
listed first. So, for example, in one of the periods where Democrats were always listed first, 1978-1986, if Rodden
were to find that Democrats did relatively well in elections, it would not possible to parse whether this is because
they were listed first on the ballot or because they were Democrats. To distinguish those effects, it is a necessary
condition (though not sufficient) that Rodden observes some Democrats who were not listed first.
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data used by Rodden. To recap, most statistical analyses rely on there being a large sample of
independent observations. All other things equal, smaller samples make it more difficult to distinguish
between a relationship that is systematic in the data and one that arises by mere coincidence. In
Rodden’s analysis, he treats his Florida county data as if he has nearly 28,000 observations, which is
generally large enough to know with precision whether one has identified a systematic relationship in
the data as opposed to something that could likewise be explained by random chance.

However, as with Krosnick, there is a real concern that these data are not actually independent
observations. For example, there may be a stickiness in vote shares at the county level that is not
completely accounted for by county fixed effects. Also, there could be a commonality in how vote
shares play out in a given period, as unobservable political shocks may affect voters throughout the
state in ways that are not fully accounted for by time period fixed effects. Individual offices may exhibit
some inertia too, for reasons that are not accounted for in the model. For example, people may
generally like tough on crime prosecutors and so tend toward selecting Republicans in those elections,
whereas they want soft-hearted traffic hearing officers, and so choose Democrats for those positions.
Rodden has no controls for the office itself, but even if he did, these unobservable effects are difficult to
control for and, therefore, generate dependence in the data. Intuitively, this dependence can lead to a
sample of size n only providing the same number of independent signals that a sample of size n/10
provides if the observations were truly independent. | direct readers to the articles cited in my July 11,
2018 report at p. 8, fn 13.2° In modern empirical work, it is very rare to see researchers not attempt to
account for this dependence.?® Rodden does not even mention the concern, not does he do anything to
address it in his models.

While this concern appears to be technically dry, it can have large consequences. For example, in Table
5 below, | recreate Rodden’s Table Al results where | provide Rodden’s original unadjusted standard
errors, standard errors where one clusters at the period level, standard errors where one clusters at the
office level, and standard errors where clustering is done at the county level.

25 An intuitive illustration of the dependence issue might be the following. Imagine that there were two friends,
John and Jon, who, unbeknownst to a researcher, had made a pact that whenever John goes to the movies, Jon
will accompany him. Now imagine the researcher wants to study the effect of price changes on an individual’s
propensity to go to the movies. He observes a price decline and observes that both John and Jon go to the movies
more often. Has he really observed the behavior of two independent people in this case? Strictly speaking, if the
pact exists and it is adhered to, the researcher might really only have learned about John’s sensitivity to prices,
since Jon just goes along with whatever his friend does. This would be an example of positive dependence. This
researcher’s effective sample size is surely not n = 2; it might be as small as n = 1 (in the case where Jon only goes
to the movies when John does) or it might be somewhere between 1 and 2 (in the case where Jon sometimes goes
to the movies without John). For completeness, negative dependence can be illustrated in an example where two
individuals, Bob and Fred, try to avoid doing similar things. In a case like this, if the researcher sees both Bob and
Fred go to the same movie when prices decline, in some sense, it implies even more of a sensitivity to prices than if
the researcher observed two totally independent individuals going to the movies when prices decline. That is, Bob
and Fred are so sensitive to prices that the price decline overcomes their underlying aversion toward doing the
same thing. In both cases, positive and negative dependence, if the researcher knew to (and was able to) control
for the underlying behavior (John and Jon’s pact and Bob and Fred’s aversion), there would no longer be any
dependence. Dependence therefore only arises when models are mis-specified.

26 There are different approaches to address it. In economics, the standard practice is to “cluster” one’s standard
errors, whereas in some other fields, multi-level or hierarchical models are used. For the former, see the works
invoked above. For the latter, see Andrew Gelman and Jennifer Hill, Data Analysis Using Regression and
Multilevel/Hierarchical Models (2006).
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Table 5: Rodden Table Al Accou‘nting for Potential Dependence
Democrats Listed First 1978-1986
Coefficient Rodden SE SE clustered SE clustered SE clustered
by year by office by county
Down Ballot 0.038 0.005%** 0.028 0.034 0.006%**
Incumbent 0.024 0.004*** 0.022 0.018 0.004***
Republicans Listed First 1988-1990
Coefficient Rodden SE SE clustered SE clustered SE clustered
by year by office by county
Down Ballot -0.053 0.009%*** 0.047 0.067 0.006***
Incumbent 0.035 0.007*** 0.019 0.063 0.005***
Democrats Listed First 1992-1998
Coefficient Rodden SE SE clustered SE clustered SE clustered
by year by office by county
Down Ballot 0.056 0.004*** 0.001*** 0.030* 0.004***
Incumbent 0.092 0.003*** 0.011%*** 0.014*** 0.003***
Republicans Listed First 2000-2018
Coefficient Rodden SE SE clustered SE clustered SE clustered
by year by office by county
Down Ballot -0.031 0.003*** 0.025 0.012** 0.003***
Incumbent 0.024 0.003*** 0.025 0.009** 0.002%**
Note: Dependent variable is the percent share of the vote received by the Democratic candidate.
Each regression includes year and county fixed effects. Each regression is weighted by the total
number of votes cast in the race.
***p < 0.01 (two tailed test against a hypothesized 0 effect)
**p < 0.05 (two tailed test against a hypothesized 0 effect)
*p < 0.10 (two tailed test against a hypothesized 0 effect)

As is evident in the table, only the 1992-1998 period results generally remain statistically significant
once the dependence problem is addressed. For each of the other periods, clustering by year (again,
allowing for the possibility that there are unmodeled temporal effects common to many of the counties)
clearly leads to estimates that are not distinguishable from zero for the down ballot effect. More
generally, this lack of robustness substantially undermines Rodden’s inference that ballot order effects

are indirectly generating the switches in the direction of the down ballot effect. Further, the approaches

provided in Table 5 do not exhaust the state of the art approaches to handling dependence issues.
Rather than choosing one dimension to cluster on, if one is concerned about dependence across
multiple dimensions (say year, office, and county), modern methods can accommodate this.?’
Additionally, once one recognizes the dependence of observations within clusters, relevant large sample

27 See, for example, A. Colin Cameron, Jonah B. Gelbach and Douglas L. Miller, “Robust Inference with Multiway
Clustering,” Journal of Business and Economic Statistics, 29(2): 238-249 (2011). If the approach in this article is
used (implemented through the cgmreg.ado program), only the 1992-1998 down ballot effect is statistically
significant at the 5 percent level.
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results (such as the central limit theorem) are no longer applicable, requiring non-parametric inference
techniques.?® Similar concerns can be raised about Rodden’s precinct level models and his North
Carolina models.?

Another approach to examine the robustness of Rodden’s results is to recognize that there is no
particularly strong reason to group his analyses according to the periods in which a particular ballot
order existed. In his analysis, for example, some of the regressions are estimated over shorter periods
(1988-1990) and some over much longer periods (2000-2018). One could also analyze the results year
by year. 1 do so in Table 6 below which re-runs Rodden’s regressions and does not account for the
previously discussed dependence issues.

Table 6: Analysis by Single Election Years
Year Party with Ballot Coefficient
Order Benefit (standard error)
Down Ballot

1978 Democrats 0.092***
(0.014)

1980 Democrats N/A

1982 Democrats -0.046***
(0.004)

1984 Democrats N/A

1986 Democrats 0.082***
(0.007)

1988 Republicans -0.025***
(0.008)

1990 Republicans -0.166***
(0.022)

1992 Democrats N/A

1994 Democrats 0.065***
(0.005)

1996 Democrats N/A

1998 Democrats 0.067***
(0.008)

2000 Republicans -0.081***
(0.004)

2002 Republicans 0.011**
(0.005)

28 See, for example, A. Colin Cameron, Jonah B. Gelbach and Douglas L. Miller, “Bootstrap-Based Improvements for
Inference with Clustered Errors,” Review of Economics and Statistics, 90(3): 414-427 (2008). If the proposed wild
cluster bootstrap proposed in this article is used, again, only the 1992-1998 down ballot coefficient is generally
statistically significant.

2 In the unpublished North Carolina analysis, Rodden additionally faces the common shock problem identified in
Timothy G. Conley and Christopher R. Taber, “Inference with “Difference in Differences” with a Small Number of
Policy Changes,” Review of Economics and Statistics, 93(1): 113-125 (2011). Intuitively, when there is a single
shock/treatment application and the assignment of that treatment is not random, there may be significant
dependence among the individuals (or in this case races) who experienced the shock.

15



Case 4:18-cv-00262-MW-CAS Document 112-5 Filed 04/08/19 Page 17 of 19

2004 Republicans N/A

2006 Republicans 0.031%**
(0.006)

2008 Republicans N/A

2010 Republicans -0.080***
(0.003)

2012 Republicans N/A

2014 Republicans -0.074%***
(0.003)

2016 Republicans N/A

2018 Republicans -0.013***
(0.002)

Note: Dependent variable is the percent share of the vote received by the Democratic candidate.
Each regression includes a control for the incumbent (if any) in the race, as well as year and county
fixed effects. Each regression is weighted by the total number of votes cast in the race. The
associated standard errors do not account for potential dependence. N/A indicates that there were
too few observations in the year to estimate the model.

***p < 0.01 (two tailed test against a hypothesized 0 effect)

**p < 0.05 (two tailed test against a hypothesized 0 effect)

*p < 0.10 (two tailed test against a hypothesized 0 effect)

Not only does the estimated treatment effect differ substantially from year to year, in three of the 13
years, the effects go the “wrong” way with Democrats exhibiting a statistically significant negative down
ballot effect when their candidates are listed first in a race in 1982 and exhibiting a statistically
significant positive down ballot effect when Republicans are listed first in their races in 2002 and 2006.
If Rodden’s down ballot effect were robust, we might expect substantially more uniformity in the
magnitude of the effect year to year, and we certainly wouldn’t expect to see the effect reversed (and
yield a statistically significant effect) in any year. Clearly there are things that are unaccounted for in
Rodden’s model and there is no reliable way to discern that those omitted variables are not giving rise
to a biased down ballot effect.

In summary, Rodden’s analysis of Florida election data has technical problems with respect to the non-
independence of the election observations that, when addressed, often leave his results
indistinguishable from statistical noise. Further, the results themselves are likely not robust across time
periods, and he does not provide any indication that his results are robust to changes in the model
specification. It is not possible to rely on these results in making inferences about the causal effects of
Florida’s ballot ordering rule. Further, his unpublished analysis of North Carolina contains no effort to
ensure the reader that North Carolina’s experience is relevant to the behavior of voters in Florida.*®

Opinion on Herrnson Report

Paul Herrnson discusses his work on what he calls proximity errors and suggests that Florida’s ballot
ordering rule can differentially affect candidates listed second on a ballot for a given race as voters are

30 potentially relevant differences include the fact that Florida’s population is proportionately more Hispanic than
North Carolina’s. North Carolina’s African American population is proportionately larger than is Florida’s. Florida’s
population density is higher than is North Carolina’s. North Carolina’s population is significantly less urban, among
many other differences that Rodden does not explore.
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more likely to make a mistake that harms a candidate who is not listed first on a ballot. It should be
noted that there really is not much of a literature on “proximity errors” beyond the pieces Herrnson
himself has written and cites in his report. For example, a search for “proximity error” & voting on
https://scholar.google.com yields fewer than 10 relevant articles or books.3! The synonymous term
Herrnson suggests “adjacency misvote” (or “adjacency misvoting”) coined by Shue and Luttmer®? only
yields three unique hits (one of which is Shue and Luttmer’s original article). Given that, it is not
possible to assess the robustness of any claims regarding proximity errors. The primary results Herrnson
discusses come from a Brookings Institution Press book.33

In that book, the authors discuss two studies, one lab study and one field experiment, that examine how
often people make mistakes when voting and how those mistakes correlate with the way voting occurs
(ballot type; computer interface) and individual characteristics (age; education; experience; etc.). They
find that voting errors are relatively frequent, and they vary considerably across voting mechanisms.
Further, they purport to find that candidates listed at the top (or bottom) of a ballot page suffer less
harm from the proximity error (i.e., choosing a candidate different from the intended candidate)
because these candidates do not have other candidates listed above (or below, in the case of being at
the bottom of the page) them to mismark. Effectively, for these candidates, they claim, proximity errors
can only go in one direction.

As support for this proportion (Voting Technology book chapter 4, footnote 16), they write “We tested
this by comparing the number of proximity errors committed by voters who intended to vote for the
first or the last candidate listed in an election to the number of proximity errors committed by voters
who intended to vote for any other candidate. Although the overall number of errors committed by
either group of voters is small, members of the former group committed fewer proximity errors than
members of the latter.” As best | can tell, nowhere in the book do they actually report what these error
rates by group were, nor do they present any indication of whether the differences were statistically
significant. Nowhere in the Herrnson report is this information provided either, nor are there any other
guantitative estimates of the actual error rates specific to first and second listed candidates. Despite
this absence, Herrnson indicates as one of his conclusions: “Proximity error primarily advantages
candidates occupying the first position on a general election ballot, and it is most harmful to candidates
in the second position.” Given his failure to supply evidence of this differential effect, it is impossible to
assess the reliability of these claims.

Further, the two major studies discussed in the book (the laboratory study and the field study) were
performed with samples that are not representative either of the national population or the Florida-
specific population.®* The laboratory study also suffers from a small sample size (n = 42). Beyond these
concerns, there are always external validity concerns regarding whether error rates in artificial settings
where the subjects knew the voting was inconsequential actually approximate what could be expected

31 Google Scholar, in some respects, is superior to more traditional academic indexes in that its searches include
books and working papers that would not generally be indexed in academic databases which often focus on
published journal articles.

32 Kelly Shue and Erzo F. P.Luttmer, “Who Misvotes? The Effect of Differential Cognition Costs on Election
Outcomes,” American Economic Journal: Economic Policy, 1(1): 229-257 (2009).

33 paul S. Herrnson, Richard G. Niemi, Michael J. Hanmer, Benjamin B. Bederson, Frederick G. Conrad, and Michael
W. Traugott, Voting Technology: The Not-So-Simple Act of Casting a Ballot, Brookings Institution Press (2008).

34 Voting Technology, chapter 2 discusses the samples, and Appendix B provides some descriptive statistics of the
field study sample.
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in real-life voting situations. For these reasons, the relevance of the research Herrnson relies upon for
his report to actual voting in Florida is in serious doubt.

| provide this declaration under penalty of perjury on February 13, 2019.
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Jonathan Klick

18



